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Abstract: Intercurrent events, common in clinical trials and observational studies, affect the ex-

istence or interpretation of final outcomes. Principal stratification addresses this challenge by

defining local average treatment effect estimands within subpopulations, but often relies on re-

strictive assumptions such as monotonicity and counterfactual intermediate independence. To

overcome these limitations, we propose a semiparametric framework for principal stratification

analysis leveraging a margin-free, conditional odds ratio sensitivity parameter. Under principal

ignorability, we derive nonparametric identification formulas and efficient estimation methods,

including a conditionally doubly robust parametric estimator and a debiased machine learning

estimator with data-adaptive nuisance learners. Our simulations show that incorrectly assuming

monotonicity can frequently lead to biased inference, but incorrectly assuming non-monotonicity

when monotonicity holds may maintain approximately valid inference. We demonstrate our meth-

ods in the context of a critical care trial, where monotonicity is unlikely to be valid.

Key words and phrases: Causal inference; efficient influence function; conditional double robust-

ness; odds ratio; sensitivity analysis; intercurrent events.
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1. Introduction

Intercurrent events are post-treatment events (also referred to as intermediate outcomes)

that affect either the interpretation or existence of the final outcome, posing a critical

challenge to the analysis of clinical trials and observational studies (Kahan et al., 2024).

A typical example is truncation by death, where mortality occurring post-randomization

can lead to ambiguously defined final outcomes (Rubin, 2006). Direct regression adjust-

ment for an observed intercurrent event often fails to produce causally interpretable treat-

ment effects due to post-randomization selection bias. With an intermediate outcome,

the principal stratification approach frames the counterfactual intermediate outcomes as

a pre-treatment covariate (Frangakis and Rubin, 2002), and defines the principal causal

effects to quantify the average treatment effects among subpopulations. The ICH E9

(R1) addendum has also recently recognized principal stratification as a viable strategy

for addressing intercurrent events in clinical trials (European Medicines Agency, 2020).

Existing methods for principal stratification analysis typically rely on the monotonic-

ity assumption for nonparametric identification (e.g., Shepherd et al., 2006; Ding and

Lu, 2016). In the context of truncation by death, monotonicity implies that individuals

who survive under the control condition must survive under the treatment condition

and rules out the “harmed” stratum. This assumption, however, is controversial in the

presence of two active treatments. An alternative assumption—the counterfactual in-

termediate independence—requires the independence between the pair of counterfactual

intermediate outcomes given measured baseline covariates (Hayden et al., 2005). This
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assumption does not restrict the set of principal strata, yet its plausibility has been

questioned because capturing all relevant baseline predictors of a post-baseline variable

is generally unattainable (Vansteelandt and Van Lancker, 2025).

Several previous studies have sought to relax these stringent assumptions. Roy et al.

(2008) introduced a modified monotonicity assumption with two active treatments, and

proposed a model-based sensitivity approach in the context of noncompliance. Fully

relaxing monotonicity, Ding and Lu (2016); Jiang et al. (2022); Cheng et al. (2023) and

Tong et al. (2024) developed bias-corrected principal causal effect estimators with sensi-

tivity functions parameterized by the ratio of strata proportions. Wu et al. (2024) pro-

posed a sensitivity analysis approach based on the Pearson correlation coefficient and de-

rived tighter bounds for the principal score. Yet, these existing sensitivity functions have

implicitly encoded partial knowledge of the true marginal distribution of the counterfac-

tual intermediate outcomes. The range of the sensitivity function is thus not margin-free

and constrained by the unknown marginal distribution of the intermediate outcome (c.f.

Proposition 5 in Ding and Lu (2016) and Proposition 3 in Wu et al. (2024)), leading to

potential operational challenges. To this end, an unconstrained margin-free sensitivity

analysis framework for principal stratification analysis, which unifies the monotonicity

assumption and the counterfactual intermediate independence assumption, is of interest.

In fact, these two assumptions are mutually exclusive and have been previously presented

as competing approaches for principal stratification analysis (e.g., Isenberg et al., 2025).

In this article, we develop a margin-free sensitivity framework for conducting princi-
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pal stratification analysis with a binary intermediate outcome. Our novel contributions

are threefold. First, we introduce an odds ratio sensitivity parameter, possibly covariate-

dependent, for the intermediate outcome, offering ease of interpretation and operation.

Our odds ratio sensitivity parameter shares a similar flavor with the copula-based sen-

sitivity parameter proposed for handling continuous intermediate outcomes (Bartolucci

and Grilli, 2011; Lu et al., 2025), yet they diverge (Remark 1). Second, we establish

the semiparametric efficiency theory that unifies two competing approaches for principal

stratification analysis—that assuming monotonicity and that assuming counterfactual in-

termediate independence. Under the mean principal ignorability assumption, we derive

the efficient influence function (EIF) to motivate a conditionally doubly robust estimator

for each principal causal effect. Our conditionally doubly robust estimator is parameter-

ized by a set of nuisance functions including the propensity score, principal score, and

the outcome mean. Given a correctly specified principal score model, the validity of this

estimator necessitates correct specification of either the propensity score model or the

outcome mean model, but not necessarily both. Interestingly, when the monotonicity

assumption holds and the implied odds ratio parameter converges to infinity, our con-

ditionally doubly robust estimator coincides with the triply robust estimator of Jiang

et al. (2022). Third, we propose a nonparametric debiased machine learning estimator

where each nuisance function is estimated via data-adaptive methods under the cross-

fitting scheme (Chernozhukov et al., 2018). Under mild regularity conditions, we show

that the debiased machine learning estimator achieves
√
n consistency, asymptotic lin-
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earity, and semiparametric efficiency, even when nuisances are estimated at slower rates

by data-adaptive methods. Through extensive simulations, we explore the finite-sample

performance of the proposed estimators under different data-generating processes and

obtain new insights. Finally, we apply the proposed methods to a critical care trial, where

monotonicity is questionable due to comparing two active interventions. For practical

implementation, we provide the PSor R package with a user guide at GitHub.

2. Notation and assumptions

We consider a setting with a binary treatment assignment Z ∈ {0, 1}, a binary inter-

mediate outcome D ∈ {0, 1} and a final outcome Y ∈ R. Although our results are

applicable to two active treatments, we refer to Z = 1 and Z = 0 as the treatment

and control conditions for simplicity. Let n be the sample size, and for each unit, we

observe a data vector O ≡ (Y,D,Z,X⊤)⊤, where X is a vector of pre-treatment covari-

ates. We define Y (z) and D(z) as the potential final outcome and potential interme-

diate outcome that would have been observed under assignment z, respectively. Under

the Stable Unit Treatment Value Assumption, we have Y = ZY (1) + (1 − Z)Y (0) and

D = ZD(1)+(1−Z)D(0). Principal stratification analysis assumes that the joint poten-

tial intermediate outcomes—{D(0), D(1)}—can be treated as a pre-treatment covariate

(Frangakis and Rubin, 2002). We define the principal strata as {D(0), D(1)} = d0d1

if D(0) = d0 and D(1) = d1 with d0, d1 ∈ {0, 1}. For example, under noncompliance,

{01, 11, 10, 00} correspond to compliers, always-takers, defiers, and never-takers (Imbens
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and Angrist, 1994); under truncation by death, these strata correspond to protected,

always-survivors, harmed, and never-survivors (Rubin, 2006). The principal causal ef-

fects are defined as µd0d1 = E(Y (1)−Y (0)|D(0) = d0, D(1) = d1). As a typical example,

the complier average causal effect (CACE) within stratum 01 is of interest for quantify-

ing treatment efficacy; the survivor average causal effect (SACE) within stratum 11 is

of primary interest when Y is a final non-mortality outcome that may be truncated by

the intermediate survival status. However, since {D(0), D(1)} is not fully observable,

additional assumptions are needed to point identify µd0d1 .

Assumption 1 (Treatment ignorability) Z ⊥ {D(0), D(1), Y (0), Y (1)}|X; further-

more, the propensity score π(X) = Pr(Z = 1|X) is uniformly bounded.

Assumption 2 (Conditional odds ratio) Defining X as the covariate support and

ed0d1(X) ≡ Pr(D(0) = d0, D(1) = d1|X) as the principal score, there exists a known

function θ(•) : X → [0,∞], such that {e11(X)e00(X)}/{e10(X)e01(X)} = θ(X).

Assumption 1 is standard to rule out unmeasured confounding, and holds marginally

without X in randomized trials. Assumption 2 introduces an odds ratio sensitivity

parameter θ(X) to quantify the conditional correlation between the counterfactual inter-

mediate outcomes {D(0), D(1)} given baseline covariates. Though θ(X) is a cross-world

measure and not directly estimable, its magnitude can be interpreted as follows (using

truncation by death as an example). When θ(X) > 1, the odds of D(1) = 1 given

D(0) = 1 are higher than those given D(0) = 0, suggesting that patients are more
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likely to survive under the treated condition if they would also have survived under the

control condition. Conversely, when θ(X) < 1, the treatment is more likely to reduce

survival among patients who would have survived under the control condition. Neither

case assumes strict monotonicity.

We notice that using odds ratio as a sensitivity parameter to relax monotonicity has

been previously discussed by Jemiai (2005) and Shepherd et al. (2008, 2011). While they

pursued a constant log odds ratio parameter to study principal causal effects, Assumption

2 is more general with a conditional odds ratio that may depend on covariates. In general,

the motivation for pursuing Assumption 2 is twofold. First, the odds ratio parameter is

widely reported in epidemiology and biomedical research, making it at least a familiar

quantity for practitioners. Second, different from existing sensitivity methods in Ding

and Lu (2016) and Jiang et al. (2022), the odds ratio parametrization is margin-free such

that the range of θ(X) does not depend on the true margins, as long as the margins are

strictly positive. We offer two additional remarks below.

Remark 1 (Distinction from copula) With a continuous intermediate outcome, a

copula approach has been introduced in the principal stratification literature for margin-

free sensitivity analysis (Bartolucci and Grilli, 2011; Jiang and Ding, 2021; Lu et al.,

2025). However, this approach is not directly applicable to discrete data (Genest and

Nešlehová, 2007). The reason is that Sklar’s theorem, a cornerstone of the copula frame-

work, does not ensure the uniqueness of the copula function for discrete margins. In-

stead, only a subcopula—identifiable at the jumps of the joint distribution—is determined
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(Nelsen, 2006). Without relying on Sklar’s theorem, the odds ratio has been shown to

be the unique (up to one-to-one mapping) margin-free parametrization for binary data

(Theorem 6.3 in Rudas (2018)), making it a natural sensitivity parameter to characterize

the association between the binary potential intermediate outcomes D(0) and D(1).

Remark 2 (Alternative association measures) Supplementary Material Table S2

summarizes alternative association measures for D(0) and D(1)—including the proba-

bility ratio (used in Ding and Lu (2016) and Jiang et al. (2022)), the risk ratio, and

the Pearson correlation coefficient (i.e., the ϕ coefficient used in Wu et al. (2024))—that

can also be used for sensitivity analysis, but they are not margin-free. In contrast, based

on Theorem 6.3 in Rudas (2018), the Yule’s coefficient of colligation (Yule, 1912) has

a one-to-one mapping to the odds ratio and is therefore margin-free. Consequently, As-

sumption 2 and our subsequent results can be equivalently stated using the coefficient of

colligation.

Assumption 2 includes monotonicity and counterfactual intermediate independence

as special cases. First, θ(X) = 1 is equivalent to D(0) ⊥ D(1)|X, in which case the

counterfactual intermediate independence in Hayden et al. (2005) holds. We next address

the more nuanced case of monotonicity. It is evident that θ(X) → ∞ is implied by either

e10(X) = 0 or e01(X) = 0 for all X ∈ X . However, θ(X) → ∞ alone is not sufficient

to fully characterize monotonicity. To see this, suppose that we have a binary covariate

with X ∈ {0, 1}, and Table 1 specifies the conditional distribution of {D(0), D(1)} given

X. Although both θ(0) and θ(1) equal ∞, the dominance relationship now depends on
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the value of X because D(1) ≥ D(0) under X = 0 and D(1) ≤ D(0) under X = 1.

More generally, θ(X) → ∞ occurs if either compliers or defiers are ruled out for certain

levels of X; and therefore an additional restriction is needed to precisely characterize

monotonicity.

Table 1: An example conditional distribution of {D(0), D(1)} given a binary covariate.

D(0) = 0 D(0) = 1 θ(X) D(1) ≥ D(0)?

X = 0
D(1) = 0 e00(X = 0) = 1/3 e10(X = 0) = 0

∞ ✓
D(1) = 1 e01(X = 0) = 1/3 e11(X = 0) = 1/3

X = 1
D(1) = 0 e00(X = 1) = 1/3 e10(X = 1) = 1/3

∞ ×
D(1) = 1 e01(X = 1) = 0 e11(X = 1) = 1/3

To introduce that additional restriction, we let pz(X) = E(D|X, Z = z) denote

the conditional expectation of the observed intermediate outcome. Following Jiang et al.

(2022) and with a slight abuse of terminology, we also refer to pz(X) as the principal score,

as there is a one-to-one mapping between {ed0d1(X) : d0, d1 ∈ {0, 1},
∑

d0,d1
ed0d1(X) = 1}

and {p0(X), p1(X), θ(X)}. Assuming that at most one principal stratum is empty, we

show in Section S1 of the Supplementary Material that θ(X) → ∞ and p1(X) > p0(X) for

all X ∈ X are sufficient and necessary conditions for D(1) ≥ D(0). To show sufficiency,

we note that p1(X) > p0(X) implies e01(X) > e10(X), and thus for θ → ∞ to hold,

e10(X) = 0 must hold because e01(X) = 0 would imply a contradiction of e10(X) < 0.

The necessity is trivial. To proceed, we let θ ∈ [0,∞] to allow for division by zero; that
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is if ez,1−z(X) = 0, we simply set θ(X) → ∞. As a final caveat, certain degenerate cases,

such as strong monotonicity (Ding and Lu, 2016), warrant more subtle considerations,

as elaborated in Section S1 of the Supplementary Material.

In practice when multiple covariates are involved, the true θ(X) may take a complex

form requiring a non-trivial number of finer sensitivity parameters, which can complicate

both the implementation and interpretation. As a practical approach, one may approx-

imate θ(X) by a constant odds ratio close to its expected value over the distribution of

X. Our limited simulation study in Section 5 shows that this constant approximation

strategy yields only mild bias and undercoverage, while substantially improving upon

estimates that incorrectly assume monotonicity. Last but not the least, we state an

ignorability assumption required for the point identification.

Assumption 3 (Mean Principal ignorability)

3(a): E(Y (1)|D(0) = 1, D(1) = 1,X) = E(Y (1)|D(0) = 0, D(1) = 1,X).

3(b): E(Y (1)|D(0) = 1, D(1) = 0,X) = E(Y (1)|D(0) = 0, D(1) = 0,X).

3(c): E(Y (0)|D(0) = 1, D(1) = 1,X) = E(Y (0)|D(0) = 1, D(1) = 0,X).

3(d): E(Y (0)|D(0) = 0, D(1) = 1,X) = E(Y (0)|D(0) = 0, D(1) = 0,X).

Assumption 3 requires that for z, z′ ∈ {0, 1}, the mean of Y (1 − z) is homogeneous

across both levels of D(z), conditional on D(1− z) = z′ and baseline covariates. In the

truncation by death setting, Assumption 3(a) indicates that, among those who would

have survived under condition Z = 1, the mean potential outcome under Z = 1 is
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conditionally independent of survival status under condition Z = 0 given the measured

covariates. Importantly, with Assumptions 1 and 2, we only need two out of four condi-

tional exchangeability conditions to point identify a single PCE; that is, out of the six

possible combinations, we need 3(a) and 3(d) for the CACE, 3(a) and 3(c) for the SACE,

3(b) and 3(d) for the PCE among never-takers, and 3(b) and 3(c) for the PCE among

defiers. A subset of these combinations has been explored previously. For example,

under monotonicity such that D(1) ≥ D(0), 3(a) and the combination of 3(a) and 3(c)

are known as partial principal ignorability (PPI) and strong PPI, respectively (Zehavi

and Nevo, 2023). In addition, 3(d) and the combination of 3(a) and 3(d) are referred to

as principal ignorability under one-sided non-compliance and two-sided non-compliance,

respectively (Feller et al., 2017), and the same terminology is used for general principal

score methods (Ding and Lu, 2016; Jiang et al., 2022). With counterfactual intermediate

independence, a combination of 3(a) and 3(d) is referred to as explainable nonrandom

noncompliance (Robins, 1998), whereas a combination of 3(a) and 3(c) is referred to as

explainable nonrandom survival (Hayden et al., 2005). For simplicity, we broadly re-

fer to the collection of conditional exchangeability conditions in Assumption 3 as mean

principal ignorability.

3. Estimation based on weighting and regression

To simplify the presentation, in what follows, we primarily focus on the truncation by

death setting and the SACE estimand, and leave the complete results for the remaining
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PCEs to Section S4 of the Supplementary Material. Formally, the SACE estimand is de-

fined within the subpopulation of individuals who would survive regardless of treatment

assignment, as µ11 = µ1
11 − µ0

11, where for z ∈ {0, 1},

µz
11 = E(Y (z)|D(0) = D(1) = 1) =

E(D(0)D(1)Y (z))

E(D(0)D(1))
,

which is identifiable under Assumptions 1, 2 and 3(a) and 3(c), as explained below.

Define mzd(X) = E(Y |Z = z,D = d,X), z, d ∈ {0, 1} as the mean of the non-

mortality outcome conditional on the treatment assignment, the survival status, and

covariates. For θ(X) ̸= 1 almost surely, we show in Section S5 of the Supplementary

Material that µ11 is point identifiable with

µ11 =
E (e11(X)ZDY/ {π(X)p1(X)})
E (e11(X)ZD/ {π(X)p1(X)})

− E (e11(X)(1− Z)DY/ [{1− π(X)}p0(X)])

E (e11(X)(1− Z)D/ [{1− π(X)}p0(X)])
,

(3.1)

and, equivalently, with

µ11 =
E(e11(X){m11(X)−m01(X)})

E(e11(X))
, (3.2)

where

e11(X) =
1 + {θ(X)− 1}{p0(X) + p1(X)} −

√
δ(X)

2{θ(X)− 1}
,

δ(X) = [1 + {θ(X)− 1}{p0(X) + p1(X)}]2 − 4θ(X){θ(X)− 1}p0(X)p1(X).

Here, the principal score e11(X) is a function of {p0(X), p1(X), θ(X)} through a complex

function δ(X). Below, we occasionally write µ11(θ) and e11(X; θ) to explicitly acknowl-

edge the dependence on the conditional odds ratio sensitivity function θ(X) when nec-

essary. To also accommodate the case of monotonicity, we note that limθ→∞ e11(X; θ) =
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{p0(X) + p1(X)− |p0(X)− p1(X)|}/2. When we place an additional restriction p1(X) >

p0(X), this limit reduces to e11(X) = p0(X). On the other hand, under counterfactual

intermediate independence, we have e11(X) = p0(X)p1(X), and that e11(X) has a re-

movable discontinuity at a point θ = 1 since limθ→1 e11(X; θ) = p0(X)p1(X). Remark 3

provides additional practical considerations on the two boundary cases.

Remark 3 (Boundary cases) In practice, when addressing counterfactual interme-

diate independence, we recommend direct specification by setting e11(X) = p0(X)p1(X)

(Hayden et al., 2005). An alternative strategy is to approximate this condition by fixing

θ(X) at a value arbitrarily close to one (e.g., θ(X) = 0.999999); our simulations indi-

cate that this approximation yields identical results up to 7 decimal places (omitted for

brevity). Under the monotonicity assumption, however, we advocate direct specification

of principal scores as in Jiang et al. (2022), which provides a more principled formulation

than attempting to approximate the condition by letting θ approach ∞ (a necessary but

not sufficient condition for monotonicity; see Table 1).

To proceed with estimation, we specify parametric models for the propensity score,

π(X;α), the principal score, pz(X;βz), and the outcome mean, mzd(X) = mzd(X;γzd).

We denote the plug-in maximum likelihood estimates of the propensity score, the prin-

cipal score, and the outcome mean as, π̂(X) = π(X; α̂), p̂z(X) = pz(X; β̂z), and

m̂zd(X) = mzd(X; γ̂zd), respectively. Based on the identification conditions in (3.1)

and (3.2), we propose a weighting estimator (µ̂WT
11 ) and an outcome regression estimator

(µ̂OR
11 ), using empirical averages. For any given θ(X), µ̂WT

11 and µ̂OR
11 are consistent if the
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corresponding nuisance models are correctly specified. To compute interval estimates,

we use the robust sandwich variance method described in Section S3 of the Supplemen-

tary Material. To summarize, our approach nests two notable previous contributions as

special cases. First, µ̂WT
11 coincides with the weighting estimator in Hayden et al. (2005),

which is derived under counterfactual intermediate independence; Second, µ11(∞) in

(3.1) and (3.2) under the constraint p1(X) > p0(X) coincides with Theorem 1(a) and (c)

in Jiang et al. (2022), which are derived under monotonicity.

4. Conditionally doubly robust and efficient estimation

Principal score weighting, although simple, is not optimally efficient. On the other

hand, outcome regression requires both the principal score and conditional outcome

mean models to be correct for consistent estimation of µ11. To improve efficiency and

robustness, we derive the efficient influence function (EIF) under the semiparametric

efficiency framework and use the EIF to construct a conditionally doubly robust estimator

and an efficient estimator (Bickel et al., 1993; Chernozhukov et al., 2018). To facilitate

the derivation of EIF, we define the following random function of the observed data

vector O, for z ∈ {0, 1},

ψF (Y,D,X),z =
1(Z = z)

{
F (Y,D,X)− E(F (Y,D,X)|Z = z,X)

}
Pr(Z = z|X)

+E(F (Y,D,X)|Z = z,X),
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where 1(•) is the indicator function. Specifically, ψD,z and ψY D,z are used to construct

the EIF with the following explicit expressions

ψD,z =
1(Z = z)

Pr(Z = z|X)
{D − pz(X)}+ pz(X),

ψY D,z =
1(Z = z)

Pr(Z = z|X)
{Y D −mz1(X)pz(X)}+mz1(X)pz(X).

Theorem 1 below characterizes the nonparametric EIF.

Theorem 1 (Efficient influence function) The nonparametric EIF for µ11 is φ11(O|θ) =

E(e11(X))−1 {ξ111(O)− ξ011(O)}, where ξz11(O) = ωz
11(O)− µz

11τ11(O) and

τ11(O) = e11(X) +
θ(X)− 1√

δ(X)

1∑
z=0

{ψD,z − pz(X)}
{
θ(X)p1−z(X)

θ(X)− 1
− e11(X)

}
,

ωz
11(O) =

e11(X)

pz(X)
{ψY D,z −mz1(X)ψD,z}+ τ11(O)mz1(X), z ∈ {0, 1}.

For ease of elaboration below, we temporarily assume that the sensitivity parameter

θ(X) = θ does not depend on covariates. We can then treat φ11(O|θ) as a map of θ

from the extended non-negative real line [0,∞] to the space of EIFs. By the L’Hôpital’s

rule, limθ→∞ φ11(O|θ) and limθ→1 φ11(O|θ) (limit is evaluated by treating φ11(O|θ) as

a real number given realizations of O) exist and we denote them as φ11(O|∞) and

φ11(O|1), respectively. On closer inspection, φ11(O|∞) shares the same expression as

ϕ11 in Theorem 2 of Jiang et al. (2022), provided that p1(X) > p0(X) with probability

one. Second, under counterfactual intermediate independence, the EIF for µ11 simplifies

to

φ11(O|1) =E(p0(X)p1(X))−1
[
{ψD,0 − p0(X)}p1(X){m11(X)− µ1

11}+ p0(X)(ψY D,1 − µ1
11ψD,1)
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−{ψD,1 − p1(X)}p0(X){m01(X)− µ0
11} − p1(X)(ψY D,0 − µ0

11ψD,0)
]
.

Then the variance of the EIF φ11(O|1) represents the semiparametric variance lower

bound for estimating SACE under counterfactual intermediate independence, and the

estimator we construct below under this particular case can lead to an improved estimator

over the simple weighting estimator proposed by Hayden et al. (2005).

Denote Γ(X) ≡ {π(X), p0(X), p1(X),m01(X),m11(X)} as the collection of nuisance

functions. We estimate Γ(X), denoted as Γ̂(X), using either parametric working mod-

els or flexible, data-adaptive machine learning approaches. That is, we solve the es-

timating equations of the form Pn{ξ111(O; Γ̂(X)) − ξ011(O; Γ̂(X))} = 0, which yields an

EIF-motivated estimator for the SACE:

µ̂EIF
11 =

Pn {ω̂1
11(O)− ω̂0

11(O)}
Pn {τ̂11(O)}

,

where {τ̂11(O), ω̂1
11(O), ω̂0

11(O)} represent the fitted values of {τ11(O), ω1
11(O), ω0

11(O)} .

We begin with nuisance estimation based on parametric models, following the discussion

in Section 3. The resulting estimator is denoted as µ̂CDR
11 . We summarize the large-sample

properties of µ̂CDR
11 in Theorem S1 of the Supplementary Material, which states that the

estimator is conditionally doubly robust. That is, as long as the principal score model

is correctly specified, the estimator is consistent if either the propensity score model or

the outcome mean model is also correctly specified. This is consistent with the intuition

that the principal score models play a pivotal role in recovering the joint probability

mass from correlated counterfactual intermediate outcomes. Furthermore, Remark S1
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of the Supplementary Material summarizes the large-sample properties of µ̂CDR
11 in the

two limiting cases. That is, µ̂CDR
11 is quadruply robust under the counterfactual interme-

diate independence assumption, but triply robust under the monotonicity assumption.

Furthermore, in Section S3 of the Supplementary Material, we provide details on using

a robust sandwich variance estimator to obtain standard errors and interval estimates.

Although the proposed conditionally doubly robust estimator µ̂CDR
11 provides some

protection against parametric working model misspecification, it may still be biased

when all working models are misspecified, even though the sensitivity parameter θ(X)

is correctly specified. By leveraging the properties of the derived EIFs, the debiased

machine learning approach allows for the effective use of flexible, data-adaptive machine

learners for nuisance function estimation (Chernozhukov et al., 2018). Specifically, we

consider the cross-fitting scheme to implement the EIF-motivated estimator for SACE

(Pfanzagl and Wefelmeyer, 1985; Klaassen, 1987), which offers two advantages: (i) it re-

quires weaker regularity conditions, and (ii) it allows the use of more commonly employed

machine learning estimators.

To implement this debiased machine learning estimator, we randomly split the sam-

ple intoK independent folds, and define Fi as a categorical random variable taking values

in {1, . . . , K} representing the fold membership with Pr(Fi = k) = K−1, 1 ≤ k ≤ K. In

practice, with a sufficient sample size, a reasonable choice ofK should satisfy n/K ≥ 100.

To improve the stability of the estimation procedure and reduce the risk of imbalanced

folds, one may also use stratified sample splitting within stratum defined by treatment
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Z and the intermediate outcome D. Let Vk be the collection of observed data in k-th

fold, i.e., Vk = {Oi : Fi = k}, and nk =
∑n

i=1 1(Fi = k) be the sample size of Vk. For

each fold k, we estimate all nuisance functions Γ(X), using the training sample V−k ≡

{Oi : Fi ̸= k} (Vk and V−k are disjoint samples) by data-adaptive machine learning

approaches with convergence rate n1/4 in L2(P)-norm; the resulting estimated nuisance

functions are denoted as, Γ̂k(X) ≡ {π̂k(X), p̂k0(X), p̂k1(X), m̂k
01(X), m̂k

11(X)}. For exam-

ple, ∥π̂k(X)−π(X)∥2 = oP(n
−1/4) can be achieved by numerous well-studied modern ma-

chine learning estimators, such as boosting (Luo et al., 2025) and random forests (Wager

and Athey, 2018). For each validation sample Vk and the corresponding empirical mea-

sure, Pk(V ) ≡ n−1
k

∑n
i=1 1(Fi = k)Vi, we define ω̂z,k

11 = Pk

{
ωz
11(O; Γ̂k(X))

}
, z ∈ {0, 1}

and τ̂ k11 = Pk

{
τ11(O; Γ̂k(X))

}
. Here, ω̂1,k

11 − ω̂0,k
11 and τ̂ k11 are the one-step estimators of

E(e11(X){m11(X)−m01(X)}) and E(e11(X)), respectively, based on Γ̂k(X) and Vk. To

summarize, we use the validation sample to estimate the numerator and denominator

of the SACE separately, based on their respective EIFs, after obtaining the estimated

nuisance functions from the training sample. Finally, we compute the weighted averages

across validation samples and take their ratio to obtain the debiased machine learning

estimator for µ11:

µ̂ML
11 =

∑K
k=1 nk

(
ω̂1,k
11 − ω̂0,k

11

)
∑K

k=1 nkτ̂ k11
.

Theorem 2 below shows that µ̂ML
11 is

√
n-consistent, asymptotically normal and efficient

under mild regularity conditions.
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Theorem 2 (Asymptotic property of debiased machine learning) Suppose

infX∈X θ(X) > 0 and the following regularity conditions hold for some constants ϵ1 ∈

(0, 1/2] and ϵ2 > 0: (1) ϵ1 ≤
{
π(X), p0(X), p1(X), π̂k(X), p̂k0(X), p̂k1(X)

}
≤ 1− ϵ1 for any

1 ≤ k ≤ K, almost surely; (2) For z ∈ {0, 1}, { max
1≤k≤K

∥π̂k(X) − π(X)∥2, max
1≤k≤K

∥p̂kz(X) −

pz(X)∥2, max
1≤k≤K

∥m̂k
z1(X)−mz1(X)∥2} = oP(n

−1/4); (3) E({Y −mz1(X)}2|X, Z = z,D =

1) ≤ ϵ2, z ∈ {0, 1}, almost surely; (4) For z, z′ ∈ {0, 1}, max
1≤k≤K

∥{π̂k(X)−π(X)}mz′1(X)∥2 =

oP(1) and max
1≤k≤K

∥{p̂kz(X)− pz(X)}mz′1(X)∥2 = oP(n
−1/4); (5) inf

X∈X ∗
|θ(X)− 1| > 0, where

X ∗ = {X ∈ X : θ(X) ̸= 1}. Then, µ̂ML
11 −µ11 = Pn{φ11(O|θ)}+ oP(n

−1/2), which implies

that µ̂ML
11 is

√
n-consistent and asymptotically linear. Additionally, µ̂ML

11 is asymptotic

normal and semiparametric efficient with
√
n(µ̂ML

11 − µ11)
D−→ N (0, E(φ11(O|θ)2)), pro-

vided that the efficiency lower bound exists such that E(φ11(O|θ)2) <∞.

Theorem 2 excludes the degenerate case Pr(θ(X) = 0) > 0, which arises if always-

takers or never-takers are absent for some X ∈ X (see Supplementary Material S1 for

a further discussion). Extending Theorem 2 to handle this case requires an additional

regularity condition to ensure δ(X) and δ̂k(X) ≡ δ(X; p̂k0(X), p̂k1(X)) are bounded away

from zero (Supplementary Material Regularity condition S1). Regularity condition (1)

requires the propensity score and principal score functions to be uniformly bounded.

Regularity conditions (2) and (4) specify the quality requirements for the nuisance esti-

mators. Regularity condition (4) can be replaced by a stronger (though unrealistic if the

support of covariates is unbounded) assumption that mz1(X) are uniformly bounded.

Regularity condition (5) states that θ(X) may attain a value of 1 at some covariate
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values but cannot be arbitrarily close to 1 over the space of all remaining covariate val-

ues. Finally, regularity condition (3) specifies that mz1(X) must have a finite variance.

Moreover, Theorem 2 of the main manuscript and Supplementary Material Theorem S1

imply that µ̂ML
11 and µ̂CDR

11 are asymptotically equivalent under correctly specified models.

Finally, we construct a consistent cross-fitted variance estimator for inference:

V̂(µ̂ML
11 ) ≡ 1

n

K∑
k=1

nk(
τ̂ k11

)2Pk

{{
ξ111(O; Γ̂k(X), µ̂1,k

11 )− ξ011(O; Γ̂k(X), µ̂0,k
11 )

}2
}
,

where µ̂z,k
11 = ω̂z,k

11 /τ̂
k
11. Here, V̂(µ̂ML

11 ) is a weighted average of the K-empirical versions

of E(φ11(O|θ)2) using Γk(X) and µ̂z,k
11 and its consistency is shown in Section S9 of the

Supplementary Material. Thus, the asymptotic variance for µ̂ML
11 is given by n−1V̂(µ̂ML

11 ),

based on which one can construct a normality-based confidence interval.

5. Simulation study

5.1 Simulation design

We conduct simulations to study the performance characteristics of the proposed meth-

ods. Our central observations are (i) incorrectly assuming monotonicity when the true

data-generating process exhibits non-monotonicity leads to biased inference; (ii) on the

other hand, incorrectly assuming non-monotonicity when monotonicity holds in the true

data-generating process often exhibits milder bias and undercoverage. Through the

simulations, we also investigate the finite-sample performance of the parametric con-

ditionally doubly robust estimator and the debiased machine learning estimator, with
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5.1 Simulation design

empirical verifications of Theorem 2 and Supplementary Material Theorem S1. We

assume θ(X) = θtrue is a constant for simplicity and generate n = 500 units under

the following four scenarios: θtrue ∈ {0.5, 2} (representing negative or positive asso-

ciation), θtrue = 1 (counterfactual intermediate independence) and θtrue = ∞ con-

strained by p1(X) > p0(X) (monotonicity holds, and hence the estimators in Jiang

et al. (2022) are expected to be valid). The data-generating process for the full data vec-

tor (Y (0), Y (1), D(0), D(1), Z,X⊤)⊤ is given in the Section S12.1 of the Supplementary

Material. We approximate the true PCEs by Monte Carlo methods with a simulated

super-population of 107 units. By construction, the true principal score model and the

true propensity score model follow logistic regressions, while the true outcome model

follows a linear regression.

We compute four sets of estimators for each data-generating scenario, assuming θ ∈

{0.5, 1, 2,∞} that represent both correct and incorrect odds ratio specifications. When

assuming θ = ∞, we directly employ the estimator of Jiang et al. (2022). When assuming

θ = 1, we follow Hayden et al. (2005) and the direct specification in Remark 3. We also

obtained results assuming θ = 0.999999, which were identical (up to 7 decimal places)

to those under the direct specification, and thus are omitted for brevity. Specifically,

to confirm the observation (i), we compare estimators fitted with θ ∈ {0.5, 1, 2} against

θ = ∞ when θtrue ∈ {0.5, 1, 2}. For (ii), we compare estimators fitted with θ = ∞ against

θ ∈ {0.5, 1, 2} when θtrue = ∞.

Furthermore, in our simulations, we assume that an analyst may misspecify the nui-
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5.1 Simulation design

sance models by using incorrect design matrices for model fitting, akin to the simulation

design in Kang and Schafer (2007). For each set of estimators, we consider five differ-

ent combinations of working design matrices for the nuisance models: (a) estimating

all nuisance models on the original covariates X (correct parametric model specification

with the original design matrix); (b) estimating only the outcome mean model on the

transformed covariates X̃ (parametric model misspecification with the transformed de-

sign matrix); (c) estimating only the propensity score model on X̃; (d) estimating only

the principal score models on X̃; and (e) estimating all nuisance models on X̃. Note

that the transformation between X and X̃ is smooth, non-linear and one-to-one, as de-

tailed in Section S12 of the Supplementary Material. For the debiased machine learning

estimators, we estimate the nuisance functions using the Super Learner (van der Laan

et al., 2007), which employs an ensemble of algorithms including neural networks (Farrell

et al., 2021), regression trees, and generalized linear models. We set K = 5 throughout

to calculate the debiased machine learning estimator under cross-fitting. We consider

the following performance metrics: bias, average empirical standard error (AESE), and

empirical coverage probability (CP) using AESE, based on 1000 simulations.

Finally, we conduct an additional set of simulations when the true odds ratio varies

with covariates, given by θtrue(X) = |1⊤X| + 0.1. In practice, specifying the exact

covariate-dependent functional form of θtrue(X) may be challenging. A natural simplifica-

tion is thus to approximate it by a constant, for example, its expected value E(θtrue(X)).

To assess the implications of such an approximation, we evaluate our estimators when
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5.2 Simulation results

fitted with θ = E(θtrue(X)), as well as with other constant values that deviate from

this expected value. Specifically, assuming the analyst has access to the correct de-

sign matrix X, we also compute the proposed estimators using the true specification,

θ(X) = θtrue(X), to serve as a gold-standard. We then compare this gold-standard

with estimators that assume θ(X) is misspecified by using one of five constant values in

{E(θtrue(X)), 0.5, 1, 2,∞} to evaluate the consequence of sensitivity parameter misspec-

ification.

5.2 Simulation results

An overview of the key observations and takeaways of the simulation results is summa-

rized in the Supplementary Material Table S7, with elaborations below. To demonstrate

observation (i), we start with the simulation results where the true θtrue = 0.5, summa-

rized in Figure 1 of the main manuscript, Supplementary Material Figure S1 (box plots

of point estimates) as well as Table 2 of the main manuscript (empirical coverage prob-

abilities). First, incorrectly assuming monotonicity (θ = ∞) results in the most severe

bias of point estimator and undercoverage of interval estimator, compared to the cases

with misspecification assuming a finite θ. Second, estimators that incorrectly assume

monotonicity are highly unstable and quickly become invalid for estimating the CACE

(the 01 stratum). This instability arises because the denominator of the estimators,

p̂1(X) − p̂0(X), is unbounded below or sometimes negative (empirically incompatible

principal score estimates). Similar patterns are observed when the true θtrue ∈ {1, 2},
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5.2 Simulation results

as shown in Supplementary Material Figures S2-S5 and Supplementary Material Tables

S4-S5. To demonstrate (ii), we refer readers to the simulation results presented in Fig-

ure 2 of the main manuscript, Supplementary Material Figure S6 and Supplementary

Material Table S6, where monotonicity holds in the data-generating process. Although

misspecifying θ as a finite constant may lead to bias and undercoverage, the impact of

such misspecification appears to decrease as θ increases in magnitude. This suggests

that misspecification of θ as a moderate or large constant may not lead to substantial

bias when monotonicity holds.

Finally, we comment on the operating characteristics of the parametric condition-

ally doubly robust estimator and the debiased machine learning estimator. When the

conditional odds ratio parameter is correctly specified, the parametric conditionally dou-

bly robust estimator with partially correct model specifications, paired with sandwich

variance estimators, yields valid inference in finite samples, as evidenced by negligible

bias and nominal coverage. Even without a theoretical guarantee, this estimator remains

nearly valid when only the principal score model is misspecified. However, this result

may have been specific to our chosen data-generating process. When the conditional

odds ratio parameter is correctly specified, the debiased machine learning estimator

with closed-form variance estimators leads to valid inference, even when the design ma-

trices are transformed by a nonlinear invertible smooth function. This is because the

regression function of the transformed covariates remains smooth and regular, allowing

data-adaptive machine learners for the nuisance to achieve the nonparametric conver-
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5.2 Simulation results
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Figure 1: Simulation results for the bias of the average treatment effects among always-takers stratum (‘11’) and

compliers stratum (‘01’) when the true odds ratio is θtrue = 0.5. The design matrices (a)-(e) are described in Section 5.1.

The labels ‘PAR’ and ‘DML’ represent the parametric conditionally doubly robust estimator and the debiased machine

learning estimator, respectively. For instance, ‘PAR-0.5’ and ‘PAR-INF’ indicate µ̂CDR
d0d1

based on assuming θ = 0.5 and

monotonicity, respectively.

gence rate of n−1/4. Lastly, the parametric conditionally doubly robust estimator, when

all working models are correctly specified, is as efficient as the debiased machine learn-

ing estimator using the original correct design matrix. These empirical findings support

Theorem 2 and Supplementary Material Theorem S1 in the finite-sample context.

Finally, the additional simulation results when θtrue(X) is covariate-dependent are
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5.2 Simulation results
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Figure 2: Simulation results for the bias of the average treatment effects among always-takers stratum (‘11’) and

compliers stratum (‘01’) when monotonicity holds. The design matrices (a)-(e) are described in Section 5.1. The labels

‘PAR’ and ‘DML’ represent the parametric conditionally doubly robust estimator and the debiased machine learning

estimator, respectively. For instance, ‘PAR-0.5’ and ‘PAR-INF’ indicate µ̂CDR
d0d1

assuming θ = 0.5 and monotonicity,

respectively.

provided in the Supplementary Material, with bias summarized in Supplementary Ma-

terial Figures S7-S8 and empirical coverage in Supplementary Material Table S8. As

expected, all proposed estimators (with correct design matrix specification) are valid

when θ(X) is correctly specified. Nevertheless, misspecification using θ = E(θtrue(X))

(or a close constant) results in only mild bias and undercoverage. This empirical evidence
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supports the conclusion that if θ(X) does not vary too rapidly with X, one may still ob-

tain approximately valid inference with a constant approximation, which is a practically

feasible option to implement our methods.

6. Analysis of the Acute Respiratory Distress Syndrome trial

We reanalyze the Acute Respiratory Distress Syndrome (ARDS) Network randomized

trial (National Heart and Network, 2004) to illustrate our methods. In this trial, 549

patients with acute lung injury and ARDS who were on mechanical ventilation were

randomly assigned to either lower or higher positive end-expiratory pressure (PEEP)

levels. During the study period, 68 patients in the lower PEEP arm and 76 patients in the

higher PEEP arm died. Our focus is to assess the SACE of PEEP levels (Z = 1 for lower

PEEP level; Z = 0 for higher PEEP level) on long-term and patient-centered outcomes,

specifically the minimum number of days to returning home (DTRH) within the 60-day

period, which may not be well-defined if death occurred before the calculation of the final

outcome. Since neither the high nor low PEEP levels are considered standard of care

and their relative impact on survivor remains controversial, monotonicity is considered

less likely to hold in this study, which motivates us to apply our methods. To estimate

the nuisance models, we take an elaborate approach and include 25 baseline covariates,

including demographic factors like age, gender, and ethnicity, as well as additional clinical

variables. Throughout, we assume that θ is a constant and vary the conditional odds

ratio within a plausible range of log(θ) ∈ [−3, 3] (θ is approximately between 0.05 and
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Table 2: Simulation results for the (%) empirical coverage probabilities of 95% confidence intervals for PCEs, under

θtrue = 0.5. Results are based on two sets of estimators: the parametric conditionally doubly robust estimator (PAR)

and the debiased machine learning estimator (DML), with both correct and incorrect assumptions about θ. The model

misspecifications are represented by different design matrices (a)-(e). The symbol “\” indicates that the approach assuming

monotonicity is inapplicable for estimating the PCE for defiers. Estimators highlighted in bold are theoretically valid

according to asymptotic theory.

PAR-θ DML-θ

Strata Model specification 0.5 1 2 ∞ 0.5 1 2 ∞

Always-takers

(a) 94.3 89.0 72.0 11.5 95.9 89.7 71.2 11.7

(b) 93.6 89.0 76.9 23.8 95.0 88.8 74.4 17.9

(c) 94.1 89.0 72.3 11.3 95.6 89.6 70.4 12.3

(d) 93.9 88.7 72.6 11.5 95.2 89.7 71.0 12.2

(e) 93.7 89.2 79.3 38.1 95.4 88.4 75.4 24.9

Compliers

(a) 93.9 94.3 94.7 100.0 94.1 94.3 94.9 97.6

(b) 94.5 94.5 94.6 100.0 94.7 94.6 94.1 97.6

(c) 94.3 94.6 94.6 100.0 94.2 94.7 94.9 98.3

(d) 94.2 94.2 94.6 100.0 94.3 94.8 95.3 98.8

(e) 81.1 82.1 84.0 99.9 89.3 90.8 92.4 97.9

Never-takers

(a) 95.0 89.2 70.5 2.0 96.7 90.1 69.8 2.9

(b) 93.4 88.1 76.1 7.0 94.7 89.9 74.5 10.2

(c) 95.1 88.9 69.9 2.1 96.3 90.1 70.0 3.0

(d) 95.2 90.8 73.0 2.1 96.8 91.6 73.3 2.9

(e) 92.0 83.7 66.7 8.1 95.2 87.9 69.3 11.9

Defiers

(a) 94.5 93.9 93.2 \ 94.1 93.9 94.7 \

(b) 95.0 94.7 94.4 \ 94.3 94.4 94.2 \

(c) 94.2 93.9 93.7 \ 94.6 94.2 94.8 \

(d) 94.2 93.5 93.4 \ 94.6 94.4 94.4 \

(e) 91.0 92.0 93.4 \ 93.4 94.5 94.9 \
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20). For comparison, we also compute the estimates under monotonicity, by assuming

that lower PEEP, compared to higher PEEP, leads to no worse survival in a deterministic

fashion.

We first obtain the point estimates and associated 95% interval estimates for the

strata proportions, ed0d1 ≡ E(ed0d1(X)), using the EIF-based machine learning approach,

i.e., êd0d1 = n−1
∑K

k=1 nkτ̂
k
d0d1

, where êd0d1 is
√
n-consistent, asymptotically normal, and

semiparametrically efficient. The results are summarized in Figure 3. First, the propor-

tions of the always-survivors (11) and never-survivors (00) strata increase monotonically

as θ increases, while the trend is reversed for the lower-PEEP-favorable (01) and higher-

PEEP-favorable (10) strata. Second, all strata likely exist for a plausible range of θ,

which intuitively aligns with the fact that both treatments are “active” (rather than one

being standard of care), with no clear superiority on mortality. Thus, crudely assum-

ing monotonicity for the two active treatments tends to overestimate the proportion of

always-survivors. Third, the limiting case under monotonicity assumes away the higher-

PEEP-favorable strata, but also nearly eliminates the lower-PEEP-favorable stratum

(limθ→∞ ê01 ≈ 0.36%). Next, we calculate both the parametric conditionally doubly ro-

bust estimator and the debiased machine learning estimator for the SACE. Under the

parametric approach, we fit logistic regressions for both the propensity score model and

the principal score model, and use linear regression for the outcome mean model. For the

debiased machine learning approach, we estimate the nuisance functions using the Su-

per Learner (van der Laan et al., 2007), given its satisfactory finite-sample performance
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demonstrated in the simulation study.

00 10

11 01

−3 −2 −1 0 1 2 3 −3 −2 −1 0 1 2 3

0.0

0.2

0.4

0.6

0.8

0.0

0.2

0.4

0.6

0.8

log(θ)

St
ra

ta
 P

ro
po

rti
on

Strata
11
01
00
10

Figure 3: The point estimates and associated 95% Wald confidence intervals for the strata proportions of the ARDS

study are reported, across values of the constant odds ratio sensitivity parameter log(θ) ∈ [−3, 3]. The strata labels

11, 01, 00, 10 represent the always-survivors, lower-PEEP-favorable, never-survivors, and higher-PEEP-favorable, respec-

tively. The horizontal solid and dashed lines indicate the point estimates and confidence intervals under the monotonicity

assumption, respectively.

Figure 4 shows the point estimates and 95% confidence intervals for the SACE, using

both µ̂CDR
11 and µ̂ML

11 . Several observations emerge. First, the slope for the point and
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Figure 4: The point estimates and associated 95% Wald confidence intervals for the parametric conditionally doubly

robust estimator and debiased machine learning estimator are reported for the SACE of the ARDS study, across values

of the conditional odds ratio log(θ) ∈ [−3, 3]. The horizontal solid and dashed lines indicate the point estimates and

confidence intervals under the monotonicity assumption, respectively.

interval estimates with respect to θ remains negative and shows a clear visual deviation

from zero. For example, higher PEEP levels could reduce the DTRH by approximately

2.5 days when θ ≈ 0.05, with the effect moderating to about 0.8 days as θ ≈ 20.

Second, Figure 4 shows that µ̂ML
11 (θ) intersects with the estimate using the method of
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Figure 5: The histogram of of p̂1(X) − p̂0(X) across all individuals in the trial application, calculated using Super

Learner (‘ML’) and parametric logistic regression (‘PAR’).

Jiang et al. (2022) at θ ≈ 16 and deviates from it as θ increases. This contradicts the

anticipation that limθ→∞ µ̂ML
11 (θ) should coincide with the estimator in Jiang et al. (2022)

when p1(X) > p0(X) holds with probability one and monotonicity holds. As a further

exploration and an empirical check, we plot the histogram of p̂1(X)− p̂0(X) in Figure 5

and find that p̂1(X)− p̂0(X) frequently takes negative values, regardless of whether the

Super Learner or parametric logistic regression method is used for nuisance estimation.

Hence, it is reasonable to question the condition of p1(X) > p0(X) across all units in

the trial, and, subsequently, the validity of monotonicity. Third, there is no substantial

difference between the parametric and machine learning approaches, suggesting that

the parametric working models may reasonably approximate the true data-generating

process already in this application. In summary, while statistical significance remains
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unaffected by potential misspecification of θ, the proposed approach can assess the trend,

direction, and magnitude resulting from misspecification of θ.

7. Discussion

In this article, we have developed a unified framework for semiparametric principal strati-

fication analyses without enforcing monotonicity, based on a margin-free conditional odds

ratio sensitivity parameter; our approach encompasses commonly adopted assumptions

like monotonicity and counterfactual intermediate independence as two special limiting

cases. We derive non-parametric identification formulas for the principal causal effects

and proposed simple weighting and regression estimators, and as an improvement, a

conditionally doubly robust estimator based on the EIF. The consistency of the EIF-

based estimator requires correct specification of either the propensity score model or the

outcome mean model, but not necessarily both, assuming the principal score model is

correctly specified; it is also semiparametrically efficient when all working models are cor-

rectly specified. Furthermore, we propose a debiased machine learning estimator that is

consistent, asymptotically normal, and semiparametrically efficient under mild regularity

conditions. We demonstrate that our approaches perform satisfactorily in finite-sample

settings through extensive simulations. We illustrate our methods through a case study

based on an acute care trial, where monotonicity is unlikely to hold. Finally, while we

focus on relaxing monotonicity, we acknowledge that the validity of the proposed meth-

ods may still be compromised if the principal ignorability assumption is violated. To
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evaluate the impact of deviations from this assumption, we also describe a sensitivity

analysis approach for this assumption in Supplementary Material Section S11.

To relax monotonicity in principal stratification analysis, we reiterate the key ad-

vantages of the proposed parametrization for sensitivity analysis: (i) the odds ratio is

easily interpretable, with its magnitude informed by clinicians’ prior knowledge; (ii) it

is margin-free and variation-independent, enhancing practical applicability; and (iii) it

unifies two widely used competing assumptions: monotonicity and counterfactual inter-

mediate independence. In our experience, non-monotonicity is not uncommon in trials

with two active treatments, for which the proposed methods may be particularly useful.

Specifically, our simulations demonstrate that incorrectly assuming monotonicity can

pose substantial risks for inference, whereas misspecifying θ as large constants results

in reasonable inference with only mild bias and undercoverage even when monotonicity

holds. Additionally, we find that incorrectly assuming monotonicity often lead to unsta-

ble estimates for the PCE among compliers, as p̂1(X)− p̂0(X) takes negative values for

a certain proportion of units. In a scenario where the treatment is generally beneficial in

a stochastic fashion (unlike the deterministic benefit required by the strict monotonicity

assumption), our approach can still provide valid inference by specifying θ as a large but

finite constant. As we discussed in Section 5, in practical applications where prior knowl-

edge is limited, specifying θ(X) as a constant remains a useful approximation strategy. In

fact, our simulations have shown that a constant approximation near the expected value

of the true odds ratio often yields nearly valid inference, especially when θtrue(X) is not
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dramatically variable with respect to X. Our application study in Section 6 exemplifies

such a constant approximation strategy. At the same time, it is advisable to evaluate the

robustness of the results under a range of plausible odds ratios, potentially informed by

subject-matter knowledge, discussions with experienced investigators, or evidence from

the existing literature.

Although we have focused on a binary treatment, it is possible to extend this frame-

work to multiple categorical treatments. The existing literature on principal stratification

with multiple categorical treatments with arbitrary levels is relatively sparse (e.g., Tong

et al., 2024), due to the challenge of generalizing monotonicity without imposing overly

strong assumptions. In theory, the generalization of the proposed framework to multiple

categorical treatments may leverage the concept of higher-order odds ratios, as discussed

in Chapter 6.2 in Rudas (2018). Although the joint probability mass for the latent prin-

cipal strata does not have a simple explicit formula, it is possible to consider an iterative

proportional fitting algorithm for numerical approximation. However, the margin-free

and variation-independent properties may be weakened, as discussed in Bergsma and

Rudas (2002). We leave this interesting extension to future work.

Supplementary Material

Additional technical details, derivations, proofs, and supporting information regarding

the simulation experiments are provided in the Online Supplementary Material.
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